
LOCALIZATION ERROR ANALYSIS REPORT



EVENT SUMMARY

Location: San Francisco, USA
Route:  Downtown
Length: 160 Meters
Speed: 22 km/h
Time and date of data recording: 09:21 / 19-OCT-2022
Weather condition: Sunny
Traffic condition: Medium
Size of data: 2.43 GB

EVENT DESCRIPTION

The GPS telemetry had some localization error during a data collection in downtown San Francisco in an
urban canyon with tall buildings.

EVENT DATA ANALYZED
1. Base map tile
2. ROSBAG file (+/- 30 seconds against disengagement)

a. Camera images
b. LiDAR scans
c. GPS + IMU (Raw and fused data)
d. Boresight config

3. Fused vehicle trajectory

HARDWARE SPECIFICATIONS
● 1x Ouster OS-2 128 beam LiDAR



● 3x 1080P IMX 291 Sony Cameras
● U-Blox 7 ZedF9P GNSS sensor
● 1x Vector VN-100 IMU
● 1x Mercedes GL450 Data Collection Vehicle
● 1x NVIDIA DRIVE ORIN PLATFORM

INPUT SIGNAL

The fused IMU/GPS data is denoted by the yellow line. This is the raw data that was collected by the
sensors

CORRECTED SIGNAL

The post-processed ground truth data which is the output of the Road Mentor is denoted as the purple
(3D)/ Blue (2D) line.  Each GPS sample was ground truthed by RoadMentor which reflects the vehicle’s
actual direction of travel.



ANALYSIS & RESULTS

Loss of localization accuracy is generally one of the main reasons for disengagement. We compared the
input GPS signal data against our 6 DoF SBET ground truth telemetry data to define the localization error
and determine the magnitude of the telemetry drift.

Notes:
● The inertial data represented by the red line is the output of the GNSS sensor
● The values from the red line are compared to ground truth data to find the positional error

LOCALIZATION ERROR

The trip data was mapped (registered frame by frame) and ground-truthed to create a
localization error profile. Over this 100m drive the GPS was off by 5-40m laterally, -20-90m
longitudinally and 2-60m Vertically. Heading error (Yaw) varies from -10 to 190 degrees, with ~1
degree error in Roll and Pitch

*6 DoF SBET; 6 Degree of Freedom (lateral, longitudinal, heading, roll, pitch, yaw) Smooth Best
Estimated Trajectory



LATERAL ERROR

Lateral error is measured sideways from the vehicle at the vehicle’s frame of reference. Lateral
error varies from 5-40 meters and oscillates during the ride



LONGITUDINAL ERROR

Longitudinal error is measured to the front and back of the vehicle at vehicle frame of reference.
It can be a positive or negative number. The longitudinal varies a lot during the ride between -20
to 90 meters



VERTICAL ERROR

Vertical error is the difference between the elevation data given by the GPS sensor and the
actual ground truth. There is a significant vertical error and it varies from 2-60 meters
throughout the drive.

HEADING ERROR

Heading error varies wildly throughout the trip oscillating from 0 to 180 degrees. The urban
canyon effect significantly degrades the heading accuracy from the inertial sensor. The
localization pipeline is able to recover from such steep errors.



ROLL AND PITCH ANALYSIS

Typically, roll and pitch unit vectors are quite stable because of the constant force of gravity on
the IMU’s accelerometers. This signal allows us to get accurate measurements of roll and pitch,
while the heading is typically subject to noise from the magnetometer and the magnetic field in
the surrounding environment. However there might be roll and pitch errors in the sensor
calibration / boresighting of the system. That requires a separate analysis report.

In this case the Roll and Pitch error are low throughout the trip



APPENDIX

METHODOLOGY

The 6 DoF SBET ground truth is created from the event data by means of the “Localization Pipeline”.
Depth estimation and scene segmentation is estimated from LiDAR and camera data, which is then used
to create a top down, bird’s eye view (BEV) perspective. BEV SLAM, Camera SFM (Structure from
Motion), and Global Pose corrections are used to calculate the 6 DoF pose estimation through sensor
fusion. This methodology provides a highly accurate localization of the vehicle with lateral and
longitudinal errors of <20 cm

Data Upload

Disengagement data is uploaded to the RoadMentor web portal. This upload triggers the
localization and ground truthing pipeline. The ground truth is then verified.

Normalization

Uploaded data is normalized for compatibility and so the sensor data can accommodate changes in
the system calibration and configuration settings.

Depth estimation

Image data from each camera is stitched together and converted into an RGB-D dataset. The
resulting 3D structure is compared with the LiDAR data. The stitched image creates a virtual sensor
that doesn’t physically exist in terms of space. The spatial coordinates of the virtual sensor is the
centroid of all of the 4x4 transformation matrices obtained from each camera sensor. The LiDAR
similarly has its own 4x4 transformation matrix with respect to the origin of the vehicle frame. We
can now compare the output of the depth estimation Image 6 from the cameras with the depth



estimation from the LiDAR sensor. Ground truthing can be obtained by collecting the depth
information from the LiDAR which has an accuracy of +/- 2cm. An algorithm like Pseudo LiDAR is
used to create a 3D structure with an estimated depth. We can directly measure the accuracy of the
camera-based 3D structure against the LiDAR depth information

Segmentation

Our segmentation algorithm filters out ground from other objects.

Top-down Creation- BEV creation

The 3D structure from the terrestrial camera sensor is used to create an orthographic perspective
around the vehicle. Satellite or aerial imagery is used as a reference dataset.

BEV SLAM

Odometry data is fused with BEV, LiDAR and IMU using SLAM to create a BEV SLAM data.

6 DoF pose estimation

BEV SLAM output is further fused with Global pose (GPS) and camera SFM to generate a smooth
best-estimated trajectory (SBET). This is the final output from the HL system.


